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I. HIGH-l LIKELIHOOD

Now all in Ref. [1].

II. CUT-SKY HARMONIC LOW-l LIKELIHOOD

The idea here is to develop a low l method that has no artefacts from using low-res pixelization, and doesn’t
rely on map-smoothing that potentially mixes information inside and outside the cut. It must work with strongly
anisotropic, cuspy, noise – but this is no problem in harmonic space. The main disadvantage is that it may be slower
than pixel-based codes. For the moment forget all non-ideal complications (foregrounds etc).

Cut-sky pseudo harmonics X̃ are given in terms of the underlying full-sky harmonics X and a noise vector ñ by

X̃ = W∞X + ñ (1)

where W∞ is the coupling matrix, which in general is an n ×∞ matrix where we consider X̃ only up to the first
n modes (ordered in l up to lmax). We wish to model the covariance using only modes up to l = lmax, and aim to
compute the exact likelihood for l ≤ lexact (where lexact ≤ lmax). Since W∞ is an n ×∞ matrix, the covariance of
X̃ depends on all l, so we need to project out dependence on l > lmax. We define W to be the n × n Hermitian
matrix that we can easily compute, so that W∞ = (W , Y ) where Y is n×∞. For window functions that are 0 or 1
everywhere W∞ is a diagonal projection matrix in pixel space, and in harmonic space completeness of the spherical
harmonics then implies W∞W∞† = W (hence Y Y † = W − W 2). Eigenmodes e of W , with W e = λe, then
have eigenvalues 0 ≤ λ ≤ 1. Modes with λ ∼ 0 have no signal variance and hence can be deleted without loss of
information. The remaining modes that we want have e†Y ∼ 0, so that dependence on high l is removed. Since

|e†Y |2 = e†(W −W 2)e = λ(1− λ), (2)

modes with λ ∼ 1 will have the required properties: we just want the well supported modes (c.f. [2]). Using sufficiently
large lmax > lexact allows us to construct well supported modes that contain almost all of the information at l ≤ lexact

(but only incomplete information at lexact < l ≤ lmax). As lmax → ∞ we have W 2 → W , and hence λ → {0, 1}, so
for large enough lmax the supported modes are guaranteed to contain all of the information. Whether or not it works
in practice depends on how high lmax needs to be to obtain reliable nearly-optimal results at l ≤ lexact.

We therefore define the cut-sky supported modes

Xc = D̂−1/2Û †X̃ = D̂1/2Û †X + nc, (3)

where W = UDU †, U is orthogonal, and rows of the diagonal matrix D corresponding to not well supported modes
(Dii < 1 − ε1) are deleted to form D̂ and Û ; ε1 is a free parameter that determines the tolerance for un-modelled
mixing of modes with l > lmax and nc is noise. Note that the uncorrelated noise covariance can be calculated including
noise power from all l, so ε1 is only determining the signal leakage. For isotropic white noise 〈XcX†

c〉N = σ2I, and
for low noise levels it may be a good idea to add a small amount of fake isotropic noise σ2

ε so that at l & lmax the
noise is not negligible and theory leakage becomes small compared to the noise on these scales. Also note that we
only need to compute the eigenvectors corresponding to small ε1. In practice ε1 need not be terribly small since for
lmax significantly bigger than lexact the power from l ≥ lexact is suppressed when we focus on modes with interesting
signal from l ≤ lexact.
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Neglecting the small coupling from l > lmax, the full covariance of the well-supported modes can be be written (and
then Cholesky decomposed) as

〈XcX†
c〉 = S+ + NS + S01 + Nc + σ2

ε I = LL†. (4)

Assuming pixel noise is uncorrelated, for the temperature the noise variance is given by Nlm,l′m′ =∑
s Ω2

sw(s)2σ2(s)Ylm(s)Yl′m′(s)∗ and Nc = D̂−1/2Û †NÛD̂−1/2 (the generalization to correlated noise is trivial
if N can be calculated). We split S into parts, the bit we want from 2 ≤ l ≤ lexact (S+), contributions from other
lexact < l ≤ lmax (NS) that can be though of as part of the noise on the low l modes, and S01 which is the contribution
from any X monopole and dipole (set to be a large number so that the next step projects it out). Then

XL = L−1Xc (5)

are uncorrelated with unit variance (in the assumed model), and signal covariance from the target l range is

〈XLX†
L〉S = L−1S+(L†)−1 = UsDsU

†
s . (6)

Since the XL have variance 1 in total, modes corresponding to small Ds will be ‘noise’ dominated. We therefore
define the signal to signal plus noise eigenmodes by keeping only modes with [Ds]ii > ε for some small ε. These new
modes contain the interesting signal

Xs = Û †
s XL = Û †

s L−1Xc. (7)

There are typically ∼ (lexact + 1)2 − l2min of these per field, corresponding to the number of Xlm for lmin ≤ l ≤ lexact.
However a significant fraction of the modes have important power from l ≥ lexact due to the sky cut.

Define M , M̃ as the coupling matrices to the underlying true and pseudo harmonics (at l ≤ lmax), so

Xs = MX + ns ≡ Û †
s L−1D̂1/2Û †X + ns (8)

Xs = M̃X̃ ≡ Û †
s L−1D̂−1/2Û †X̃. (9)

Note that M should project out any underlying monopole and dipole. The covariance in the case of the temperature
is then given by

〈XsXs
†〉 = Ns + Mdiag(CTT

l )M † (10)

where

Ns = M̃NM̃ †. (11)

If desired, and Ns is sufficiently non-singular, we can then write Ns = LsL
†
s and define the modes L−1

s Xs which have
unit white noise (in general we can diagonalize even if the matrix is nearly singular). Note that although the signal
variance is dominated by modes with 2 ≤ l ≤ lexact, M couples in power up to lmax.

For the polarization we have

Ẽ = W+E + iW−B (12)

B̃ = W+B− iW−E, (13)

but before continuing we change to using real rather than complex Xlm modes, as follows.

A. Real harmonics

It is convenient for numerical work to use real harmonics [3]. For the T , E, and B we define the real harmonic
coefficients

XR
l|m| =

√
2<(Xl|m|) XR

l−|m| =
√

2=(Xl|m|) (|m| > 0) (14)

XR
l0 = Xl0, (15)
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which in the full sky case are uncorrelated and have variance CXX
l . The real coupling matrices then relate the pseudo

and true harmonics

T̃R = W RTR (16)

ẼR = W R
+ ER + W R

−BR (17)

B̃R = W R
+ BR −W R

−ER (18)

where W R
+ is symmetric and W R

− is antisymmetric. The real matrices are related to the complex ones by

W R
l|m|l′|m′| = <

(
Wl|m|l′|m′| + (−1)m′

Wl|m|l′−|m′|
)

(19)

W R
l−|m|l′|m′| = =

(
Wl|m|l′|m′| + (−1)m′

Wl|m|l′−|m′|
)

(20)

W R
l|m|l′−|m′| = =

(
−Wl|m|l′|m′| + (−1)m′

Wl|m|l′−|m′|
)

(21)

W R
l−|m|l′−|m′| = <

(
Wl|m|l′|m′| − (−1)m′

Wl|m|l′−|m′|
)

(22)

W R
l|m|l′0 =

√
2< (

Wl|m|l′0
)

(23)

W R
l−|m|l′0 =

√
2= (

Wl|m|l′0
)

(24)

W R
l0l′|m′| =

√
2< (

Wl0l′|m′|
)

(25)

W R
l0l−|m′| = −

√
2= (

Wl0l′|m′|
)

(26)

W R
l0l′0 = < (Wl0l′0) (27)

where |m|, |m′| > 0 and W can be replaced by W+ or iW− to obtain the equivalent results for W R
± . The noise on

the real harmonics (for equal and uncorrelated noise on Q and U) is given by

〈ER(ER)T 〉N = 〈BR(BR)T 〉N = W RN
+ (28)

〈ER(BR)T 〉N = −〈BR(ER)T 〉N = W RN
− (29)

where W RN
− is evaluated with window function wN (s) = Ωsw(s)2σ2

P (s).

B. Polarization modes

It is convenient to re-complexify the polarization analysis by defining P = ER + iBR so that

P̃ = (W R
+ − iW R

− )P ≡ WP P (30)

where WP is Hermitian. The mode construction therefore goes through exactly as for the temperature, except now
all matrices are complex, with 〈P̃∗P̃†〉 6= 0. The noise covariance under stated assumptions is given by

〈P̃P̃†〉N = 2W N
P 〈P̃∗P̃†〉N = 0. (31)

The real set of modes we end up with is then XTEB ≡ {TR
s , <(Ps), =(Ps)}. This includes the E/B mixed modes;

nearly pure E and B would be obtained by keeping only the well supported modes of W+ rather than the well
supported modes of WP . To calculate the signal to noise eigenmodes we can, for example, take CEE

l = CBB
l , where

CEE
l is a high optical depth model, to ensure that no potentially interesting modes are lost.

C. Combining low and high l

In principle we can measure X̃ at all l. The low l likelihood is using the modes Xs = M̃X̃, so it follows that in the
fiducial model the remaining information is contained in the independent modes

X̃> ≡
(
I − 〈X̃X̃†〉M̃ †[M̃〈X̃X̃†〉M̃ †]−1M̃

)
X̃ = X̃− 〈X̃X̃†〉M̃ †[〈XsX†

s〉]−1Xs (32)

≈ X̃− 〈X̃X̃†〉M̃ †Xs, (33)
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FIG. 1: The Ĉl temperature power spectrum estimators calculated from 〈X̃X̃†〉M̃†Xs with lexact = 20, lmax = 100 compared

to the full pseudo-Cl power spectrum from X̃ (dashed).

where the second line follows for the temperature in the true model. For temperature and polarization the same
construction can be used on the large vector XTEB in Eq. (32), though there are simplifying advantages probably
to doing temperature and polarization separately. In a different model these will probably also be approximately
independent as long as the fiducial model is reasonably accurate. From the the high-l modes X̃> one can construct
Pseudo-Cl (or more optimal) estimators as normal (though coupling matrix and covariance more complicated because
the weight function is no longer local in pixel space). If the coupling from lexact < l ≤ lmax to l ≤ lexact is small, these
should have roughly the same properties as the normal cut-sky estimators, and hence the new high-l approximation
can be used. If not, things may be more tricky... If it’s small we could also just ignore the correlation, which is
probably fine as long as nothing interesting is happening over the affected l range.

As shown in Figs. 2 and 3, the mixing of modes to l > lmax dominates around the cut edges, where higher-l modes
are needed so that the projected map goes smoothly to zero on the cut. This suggests that by slightly enlarging or
apodizing the mask for the lexact < l ≤ lmax analysis, most of the modes already included in the low-l likelihood
would be removed. This might be a simple quick and simple solution to removing the coupling to a reasonable
approximation. It is suboptimal because some modes in the enlarged cut are being lost (the high-l modes included in
the low-l likelihood are largely aligned with the boundary, so by cutting all modes in the boundary region transverse
modes are lost that could be included). But a small suboptimality is not likely to matter if there is little interesting
information in the range lexact < l < lmax anyway. Assuming lmax is large enough, the size of the cut-enlargement
that is required is (I think?) set by lexact.

D. Implementation

There is some freedom in how Eq. (10) is calculated. Ns can be pre-computed assuming we know the noise model
and are not fitting it from the data. The coupling matrix M has size O(lexact

2) × O(lmax
2). If there is plenty of

memory, O(lmax) matrices
∑

m Mi(lm)M
∗
j(lm) can be pre-computed for each l, so that calculating the covariance is

quick, but taking up O(lexact
4lmax) memory. Calculating the likelihood is then dominated by the cost of Cholesky

decomposition, O(lexact
6), which is quite fast for lexact ∼ 30. Alternatively the covariance can be calculated on the

fly at a dominating computational cost of O(lexact
4lmax

2) (and only storing M of size O(lexact
2lmax

2)).
Since information at l > lexact is mostly subdominant, and if lexact is chosen so that in all models of interest the Cl

are of well-determined shape at l > lexact, it may be possible to pre-compute the most time-consuming contribution to
the covariance from lexact < l ≤ lmax, and simply scale it by some weighted average of the spectrum over that l-range.
Certainly for lexact ∼ 30 all the spectra are expected to be very smooth up to lmax ∼ 100 and this should work well.
It could also be fixed at some fiducial model, but there is then a danger of biasing the likelihood from l ≤ lexact by
misestimating the contribution to the variance from higher l.

Using lexact = 30, lmax = 100, ε1 = 0.01, ε = 10−3 seems to work fine (for Planck can use significantly large ε1 for
the temperature as the noise is very small). For an optimal tensor mode analysis we may want to push to lexact ∼ 150
to get all the B-mode power, which is probably just about numerically tractable.
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FIG. 2: Input temperature map with kp2 cut (top), low-l modes 〈X̃X̃†〉M̃†Xs with lexact = 20, lmax = 80 (middle), and the
low-l modes’ contribution from l > lexact (bottom). Note how the supported modes are going smoothly to zero at the cut edges,
and the mixing from to l > lexact is mostly near the edges to make this happen. Colour scales are not the same.
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FIG. 3: Decomposition of the same map into low-l (top), independent high-l mode (middle), and the contribution from l > lexact

to the low-l map. Here lexact = 30, lmax = 120. Note a slightly larger mask would remove almost all the high-l contribution.
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III. MISC RESULTS FOR CORRELATION FUNCTIONS

For scale invariant, the following are useful1

∞∑

l=1

(2l + 1)
l(l + 1)

Pl(x) = ln(2)− 1− ln(1− x)

∞∑

l=1

(2l + 1)
[l(l + 1)]2

[Pl(x)]2 = 1− ln
(

1 + x

2

)
ln

(
(1− x)2

4

)
.

More generally

∞∑

l=1

(2l + 1)
[l(l + 1)]2

Pl(x)Pl(y) = 1− ln
(

1 + y

2

)
ln

(
(1− x)(1− y)

4

)
+ Li2

(
1 + x

2

)
− Li2

(
1 + y

2

)
.

for x ≤ y (for y ≤ x exchange x and y). Li2 is the polylog function.
PCA on correlation function to identify independent modes → power spectrum?
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